Work in Progress – 12 September 2004 – Travis Hale

An Extended Example Using Theil’s T Statistic:

U.S. Income Inequality by County

The previous documents cover all the necessary information needed to conduct inequality research with Theil’s T Statistic using grouped or aggregated data.  This document builds on A Nearly Painless Guide to Computing Theil’s T Statistic and gives a detailed, step-by-step description of a project that uses Theil’s T Statistic to look at inequality in average income across United States counties from 1969 to 2001.  The main purpose of this example is to introduce ideas about data, data management, and presentation of inequality information.

One of the principal, but often neglected, aspects of academic and activist research is that of “picking the low hanging fruit.”  There is an endless supply of interesting research questions, but a much smaller supply of quality data.  One consistently good source of data is the U.S. Department of Commerce’s Bureau of Economic Analysis (BEA).  Among the BEA information is what is known as the Local Area Personal Income Statistics.  These statistics give average income information, and paired population data, for every county in the United States, as well as industrial classifications for the workforce.  This data is a gold mine for inequality research.  With it, one can look at statewide, region-wide, or nationwide inequality across counties or industries.  For our purposes, we will concentrate on one research question.  According to the Local Area Personal Income Statistics, how has the “picture” of inequality across counties of the United States changed over the last 30 years?  

The more casual or experienced reader may only want to follow along over the next several pages.  However, for those who are willing and able, performing as many of the steps as possible on your own computer will enhance understanding.  In completing this project, we will be using 4 computer tools: Microsoft Internet Explorer, Microsoft Excel, the ArcView Geographical Information System, and Microsoft PowerPoint.  These are not the only tools (or necessarily even the best tools) for our task, but they represent widely used software packages.  

Getting the Data 
The first step in our project is to get the data.  

Before we look at particular resources, spend a few minutes exploring the BEA website at www.bea.gov.  As you can see, the Bureau of Economic Analysis publishes a great deal of economic information.  For our purposes, we are most interested in the Regional Accounts Data (http://www.bea.gov/bea/regional/data.htm) and in particular the Local Area Personal Income Statistics (http://www.bea.gov/bea/regional/reis/).  The Local Area Personal Income Statistics have an interactive feature that allows researchers to choose specific statistics that they need.  For instance, we could get per capita personal income as a percentage of the US average for Arizona counties in 1974. 
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However, we want to use as much of the available information as possible.  If we use this interface, we would have to download each state’s data one at a time, highlighting all of the available years to get all the data.  While this is certainly a feasible approach, there is a slightly more convenient process.

At http://www.bea.gov/bea/regional/reis/ca1_3.cfm, the data has already been aggregated across states and for all of the available years.
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If we choose the first option, ca1_3.zip, we can download all of the relevant information in a single click.  
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First, click on Save.
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Then, name the file and save it to a location on a local drive.

Wherever you save the file, an icon will appear with the name of the file.  Assuming that you have a Zip program (such as WinZip) on your computer, the icon will look like this:
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Double clicking on the icon will open up the program and reveal a list of 53 available files.  Depending on how your computer is set up, you may have to extract the files from their compressed format.  For the most part, these files are alphabetized by state abbreviation (AK – Alaska, AL – Alabama, etc.)  The extension .csv means that the data is formatted with comma separated values.  Many spreadsheet and database programs can read this portable format.  
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Double clicking on the second file (once it has been extracted) opens up a Microsoft Excel spreadsheet with the Alabama information.  (Alaska does not have a county structure that is as simple as Alabama’s so we will return to Alaska later.)  Depending on what program is used for extraction, this is how the Excel screen might look:
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The first 6 lines of the spreadsheet contain data on the extraction and can be deleted.  Line 7 reveals the column headings for the data.  Column A gives the FIPS code for each data record.  FIPS stands for Federal Information Processing Standards, and this universal identification system is a valuable tool for matching records.  (Anyone unfamiliar with FIPS is highly encouraged to visit the following website: http://www.itl.nist.gov/fipspubs/.)  Columns B and C are uninteresting for our purposes and can be deleted.  Column D shows the Line Title.  For each state, information is available on Personal income (thousands of dollars), Population (persons), and Per capita personal income (dollars).  Column F and the following columns list data for the available years.  

This sheet, and all of the other sheets with state information, has more data than we want to use.  We are solely interested in the county data, but there is also data on the state as a whole, Metropolitan Statistical Areas (MSAs), metropolitan vs. rural areas, and other divisions.  Expanding the Area Name column (Column E of the spreadsheet) gives the full title of each record.  In the case of Alabama, the first record we are interested in is Autauga County on line 11 of the original spreadsheet (assuming that the contents of the first 6 rows were deleted and not the rows themselves).  The county records extend down to row 211 where the data for Winston County ends.  

To get the Alabama data in a more easily usable form, we want to perform the following operations:

1. Delete any irrelevant rows above the column headings, the first 6 rows in the depiction above.  Also delete the rows that have statewide information, rows 8 – 10 in the depiction above.  We will regenerate this information from the source data later.  

2. Delete irrelevant columns B, C, and F.

3. Delete all the rows below the last row of Winston County Data

4. Add a column to the far left, label the column heading “State Name,” and fill the column with “Alabama” for all the records that have information.  

At this point, the Alabama data should have 202 rows, 1 for column headings then 3 rows each for the 67 counties.  There should be 4 columns of descriptive information and then as many additional columns as years of data.  

However, we would like each line to give all the information about a particular county (currently we have county information on 3 separate lines).  First, select all of the columns and sort the data first by line_description and then by fips_code.  
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Next copy the column headings (row 1 A-AL if the data is 1969-2002, as additional years are added, the ending column will change) and paste them to the right of the columns currently being used, skipping a column first.  Now the column headings of A – AL should be repeated in the first row of columns AN – BY.  Skip another column and paste the column headings again so that the same column headings are repeated again in the first row of columns CA- DL.  

Now, cut all the information on Population data – that is, all the data in rows that have “Population” in the line_description entry – and paste that information below the column headings in columns AN – BY.  Do the same with the data on Personal Income in columns CA - DL.  

The resulting spreadsheet should have all of the information about a particular county on the same line from Autauga County on line 2 to Winston County on line 68.

No one picture can show all the detail, but the upper left corner of the spreadsheet should look like this:
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The next part of this exercise is the grueling part, repeating the exact same steps for each of the other 49 states and the District of Columbia, and pasting all of the information into a single spreadsheet.  In this regard, Alabama has particularly well-behaved data.  It is fairly easy to tell which records are counties, and there is no missing data.  Most of the states share this simplicity.  However, not all states abide by the standard “county framework”.  Federal Information Processing Standards Publication 6-4 gives a more precise definition of “county”:

“The term "counties" refers to the “first-order subdivisions” of each State and statistically equivalent entity, regardless of the local terminology (county, parish, borough, etc.). First-order subdivisions of the States include the parishes of Louisiana; the boroughs and census areas of Alaska; the independent cities of Maryland, Missouri, Nevada, and Virginia; and the portion of Yellowstone National Park in Montana.”

http://www.itl.nist.gov/fipspubs/fip6-4.htm
In addition the states of Arizona, New Mexico, and Wisconsin have either consolidated or created new counties since 1969.

The spreadsheet “County Data” consolidates all of the BEA data from 1969 – 2001 into a single spreadsheet laid out in a similar manner as the Alabama data discussed above – with a single line record for every county.  While the BEA placed a (N) in cells where there was missing data, we replace these entries with 0’s.

Performing Calculations on the Data

Now that we have all the data that we need, we are finally ready to start our analysis of between county inequality in the United States from 1969 – 2001.  

Recall that if members of a population can be classified into mutually exclusive and completely exhaustive groups, such as counties, then Theil’s T Statistic for the population (T) is made up of two components, the between group element (T’g) and the within group element (Twg).  

T = T’g + Twg
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In this case, aggregated data is available instead of individual data, but T’g can be used as a lower bound for Theil’s T Statistic in the population.  

where i indexes the groups, pi is the population of group i, P is the total population, yi is the average income in group i, and  is the average income across the entire population.  
To get the total population for each year in the sample, we merely sum across the county populations.  

Likewise we can get the total personal income by summing the Personal income (which is given in thousands of dollars) across the counties for each year.  

Dividing the total Personal Income by the total population gives an average income for the entire nation for each year.

Returning to the equation for T’g we notice that we have all the information needed to compute the Theil elements for each county.  The yi’s (the average income in county i) are in columns CC through DI ,(the average income for the entire United States for each year) can be computed as discussed above, the pi’s (the population of county i) are in columns AQ through BW, and P (the total population for the country) is simply the sum of each yearly column of Population (persons).  

In the Spreadsheet “Theil Calculations,” the actual Theil elements are computed for each county over each year of data, using the equation for T’g.  Mathematically, the Theil “elements” are simply the individual terms within the summation.  The sum of these elements is the between county value of Theil’s T Statistic for the United States.  These calculations are performed in columns DO through EU.  

Note: The formula should be self-explanatory except for one part.  We replaced missing values in the county data with 0’s, so that we could add down columns to get total income and population.  However, the Theil computations require us to take logarithms.  If we try to take the natural logarithm of zero, we will get an undefined value.  Thus, we need an IF statement that tells the spreadsheet that if a value within the natural logarithm is zero, to go ahead and ignore the logarithm and output a zero.  By construction, any county that has zero population will have a zero contribution to the between county Theil’s T statistic, so this is a reasonable modification to our standard formula.

The information now before us allows us to answer many interesting questions.  For instance:

· How has the between-county, nationwide Theil Index changed over the period 1969-2001?

· In a given year, which counties contributed the largest positive or negative contributions to the nationwide Theil Index?  What paths have counties that make large contributions in the most recent year taken to get to their current positions?

· How much does each state contribute to the nationwide Theil Index if you aggregate across each state’s counties?

· What do individual states’ distributions of Theil elements look like?

· How can we use Geographical Information Systems to display inequality information?

Taking each of these questions in turn helps show how a researcher can present numerical findings.

How has the between-county, nationwide Theil Index changed over the period 1969-2001?

The answer to this question is found directly on the spreadsheet where the Theil Elements of all of the counties are aggregated.  Because the number of units (counties) is substantively unchanged over the course of the data, the Theil values can be compared directly from year to year (remember, inflation does not affect the Theil Index).  There are two primary display options for this data.  One is a simple table:

	Year
	U.S. Theil Index - Between County Average Income

	1969
	0.012197

	1970
	0.011511

	1971
	0.011052

	1972
	0.01055

	1973
	0.00954

	1974
	0.009438

	1975
	0.009466

	1976
	0.009147

	1977
	0.009455

	1978
	0.00936

	1979
	0.009495

	1980
	0.010108

	1981
	0.010153

	1982
	0.010536

	1983
	0.010816

	1984
	0.010854

	1985
	0.011267

	1986
	0.011778

	1987
	0.012696

	1988
	0.013828

	1989
	0.01377

	1990
	0.013989

	1991
	0.013298

	1992
	0.013347

	1993
	0.013058

	1994
	0.012845

	1995
	0.013759

	1996
	0.01442

	1997
	0.01473

	1998
	0.016081

	1999
	0.016981

	2000
	0.019116

	2001
	0.018688


The other display option is a graph that maps each year to a Theil Index value.  Such a graph can be made quite easily in most graphics or spreadsheet programs.
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Obviously, the two types of data presentation lead the observer to the same conclusions.  Inequality fell in the early 1970’s and remained stable until around 1980, when inequality began to rise steadily.  The late 1980’s and early 1990’s saw a brief correction, but from the mid 1990’s until 2000, inequality climbed at a steep rate.

In a given year, which counties contributed the largest positive or negative contributions to the nationwide Theil Index?  What paths have counties that make large contributions in the most recent year taken to get to their current positions?

Utilizing the “Filter” feature of Microsoft Excel makes it quite simple to find the largest positive or negative Theil elements for any given year.  For instance, in the year 1980, the counties with the 3 largest Theil elements were Los Angeles, California; Cook, Illinois; and New York, New York; which each combined above average income with a large county population.  Likewise, in 1980 the counties with the 3 smallest (most negative) Theil elements were Bronx, New York; Kings, New York; and Philadelphia, Pennsylvania; which had below average income and large populations.

Looking at the most recent year of data, 2001, we can find the largest positive and negative contributors in a similar manner.  The table below displays the 5 counties with the largest positive contributions and the 5 counties with the largest distribution with their Theil elements for 2001 and several preceding years.  

	State Name
	Area Name
	1995
	1996
	1997
	1998
	1999
	2000
	2001

	California
	Santa Clara
	0.001204
	0.001322
	0.001514
	0.001567
	0.002112
	0.003042
	0.002313

	Connecticut
	Fairfield
	0.001518
	0.001576
	0.001656
	0.001779
	0.00181
	0.001869
	0.00188

	New York
	New York
	0.006034
	0.006656
	0.006591
	0.007128
	0.007198
	0.007847
	0.008056

	New York
	Westchester
	0.001349
	0.001449
	0.001453
	0.001548
	0.00159
	0.001647
	0.001648

	Washington
	King
	0.001044
	0.00116
	0.001237
	0.001499
	0.001812
	0.001761
	0.001666

	California
	Riverside
	-0.00031
	-0.00032
	-0.00033
	-0.00032
	-0.00033
	-0.00034
	-0.00035

	California
	San Bernardino
	-0.0005
	-0.00053
	-0.00054
	-0.00055
	-0.00056
	-0.0006
	-0.00062

	Florida
	Miami-Dade
	-0.00027
	-0.0003
	-0.00034
	-0.00036
	-0.00035
	-0.0004
	-0.00041

	New York
	Bronx
	-0.00047
	-0.00049
	-0.00052
	-0.00054
	-0.00055
	-0.00057
	-0.00057

	New York
	Kings
	-0.00041
	-0.00042
	-0.00052
	-0.00057
	-0.00054
	-0.00056
	-0.00063


A more visually striking way to display the same information is with a stacked bar graph:
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Once again, both formats tell the same story, and the choice of which one to use is largely one of taste and audience.  

How much does each state contribute to the nationwide Theil Index if you aggregate across each state’s counties?

Using the subtotal feature of Microsoft Excel, it is relatively straightforward to calculate the total state contribution to the nationwide between county Theil Index.  While a table that contains all states and all years is far too large to display on a single page, a sample of such a table lies below:

	Total of County Theil Elements for each state
	
	
	

	
	1990
	1991
	1992
	1993
	1994

	Alabama
	-0.001129223
	-0.00104
	-0.00101
	-0.00101
	-0.00096

	Alaska
	0.000187189
	0.00019
	0.000168
	0.000177
	0.000153

	Arizona
	-0.00065295
	-0.00072
	-0.00083
	-0.00085
	-0.00081

	Arkansas
	-0.00086342
	-0.00081
	-0.00075
	-0.00075
	-0.00075

	California
	0.007346614
	0.006236
	0.00529
	0.004112
	0.003321

	Colorado
	0.000139924
	0.000213
	0.000188
	0.000305
	0.000335

	Connecticut
	0.002555419
	0.002307
	0.002442
	0.002446
	0.002331

	Delaware
	0.000144415
	0.000154
	0.000132
	0.000139
	0.000123

	District of Columbia
	0.000436446
	0.000464
	0.000476
	0.0005
	0.000465


As in the example of the largest positive and negative county contributors to the nationwide Theil Index, it is also possible to construct a stacked bar graph for the aggregated state data (though such a graph is omitted here for brevity).

Please note that, mathematically, the aggregated total of Theil elements across the state is NOT the same as the between state Theil elements, which we have not yet computed.  Thus far, the county has been the unit of analysis for all calculations.  However, the construction of the Theil Index makes it possible to calculate a two-step Theil Index that assigns part of the inequality to between state differences in income and population and within state differences in income and population across counties.  

� EMBED Equation.3  ���
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